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Abstract

Designers of political institutions generally assume human nature is inherently selfish. Yet and those seeking to explain the evolution of cooperative predispositions accept that cooperation is a ubiquitous feature of human life. In this paper we assume a selfish state of nature and explore the extent to which that differing institutional environments promote the development of cooperative traits. We find that institutional forms that force collective action do not simply create the incentives for selfish agents to cooperate, they promote the evolution of genuinely cooperative predispositions.

Collective Action Creates Cooperative People: Political Institutions and the Evolution of Cooperation


Explaining the evolution of cooperative tendencies is one of the central puzzles of the social sciences (Axelrod 1985, 3). Understanding how institutional structures can best promote collective action is a central object of political science (Ostrom 1998, 1). Though these projects usefully inform each other, such an exchange is limited by differing assumptions about human nature. One side views cooperation as a ubiquitous feature of human life and seeks to explain why this is so given the apparent fitness maximizing advantages of selfishness (Axelrod 1985, Bendor and Swistak 1997).  Those interested in the design of political institutions generally assume that humans are selfish, and view institutions as the coercive means to provide incentives for cooperation (e.g. Olson 1965; Niskanen 1971; McCubbins, Noll and Weingast 1987). Hobbes (1651 [2002]) and Madison (1961), for example, both base their institutional prescriptions for government on a central assumption that people are self-interested rather than cooperative. 

This may explain why there is, especially given the importance of the issue, relatively little research investigating any causal link between differing institutional environments and the evolution of cooperative predispositions (Lubell 2004). In this paper we examine we seek to add to this sparse literature by doing exactly that. Following Hobbes (and many who followed), we assume a selfish state of nature. Into this selfish state of nature we introduce varying institutional arrangements and observe how different institutional regimes channel the evolution of initially self-interested predispositions. We design a series of computer simulations where a key rule of strategic interaction among individual agents is determined by either a single agent (an “authoritarian” system), a collectively determined measure of central tendency (a “representative” system), or by each individual agent (an “individualistic” state). Agents are endowed with individual traits (self-interest, group orientation) that determine their interactions with other agents. These traits are heritable, with successful agents passing on their traits to the next generation.

Our key finding is that cooperative predispositions can evolve from selfish predispositions, but such predispositions vary systematically across the different “political systems.”  Most importantly, systems that emphasize a common strategy—i.e. all agents have to play by the same key rule, regardless of whether it is determined by a dictator or collectively among groups--have a strong tendency to develop cooperative predispositions. When individuals play autonomously and individualistically we see radically different predispositions evolve. The key inference we draw from our findings is that institutionally directed collective action can begat not simply incentives for cooperation, but the evolution of cooperative individuals. Institutional contexts, in other words, do not simply set the boundaries for action given a certain set of cooperative or uncooperative preferences. They can play a direct role in shaping the development of those preferences.  

Explaining Cooperation

Why do people cooperate? If nature is, as Hobbes supposed, red in tooth and claw, it is hard to see how cooperative predispositions could evolve. The cooperative individual willing to bear costs to achieve the collective good is put at a severe fitness disadvantage by the free rider. Yet there is no doubt that humans (like most other species) do cooperate, and even bear considerable individual costs to do so (Guth and Tietz 1990; Smith 2006). Explaining such altruistic tendencies has long been a central puzzle for both the life and social sciences, and several frameworks have been offered to account for the evolution of cooperative behavior. The latter include kin selection (Hamilton 1964), which argues cooperation makes evolutionary sense on the basis of genetic relatedness. From an evolutionary point of view, if cooperating with others helps increase the probability of passing on copies of your own genetic material to the next generation then it can be fitness maximizing.

Genetic relatedness, however, is too narrow a basis to explain human cooperation in large social collectives for the simple reason that most cooperative behavior in the social, political and economic realm is not between kin. Cooperation among non-kin is more generally explained by reciprocal altruism (Trivers 1971), which argues it is rational for non-related individuals to cooperate if there is a reasonable expectation that such cooperation is reciprocated at some point in the future. The best known argument for reciprocal altruism in the social sciences was formulated by Axelrod (1984), whose work demonstrated that cooperative strategies can succeed against more selfish strategies.  Key to Axelrod’s work is the notion that cooperation is dependent upon the frequency and durability of relationships among agents.  These concepts are foundational to a series of evolutionary models of cooperation (eg. Bendor and Swistak 1997; Bowles et al 2003; Boyd et al 2003; Henrich 2006; Killingback et al 1999; Kollock 1992; Lomborg 1996; Lubell  2004). A primary goal of this stream of research is to identify cooperative strategies (e.g. tit-for-tat, PAVLOV) that can successfully compete with non-cooperative strategies (e.g. always defect), and several variants of just such cooperative strategies have been identified in computer simulations. These provide formal demonstrations that cooperative predispositions and strategies are not always at an evolutionary disadvantage and, under a relatively minimal set of assumptions, can be fitness maximizing.
Yet reciprocal altruism, like kin selection, provides a partial rather than a comprehensive explanation of how cooperation can evolve. Cooperation, after all, is routinely observed in the absence of genetic relatedness and the “long shadow of the future” cast over repeated interactions.  For example, even in anonymous, one-shot experimental “divide the dollar” games we see a strong bias towards cooperative behavior (Guth and Tietz 1990). This ubiquity of cooperation has fostered the search for evolutionary explanations beyond kin selection and reciprocal altruism. One promising, recently developed such explanation is the notion of “tags”, or “heritable, observable and initially arbitrary characteristics” (Hammond and Axelrod 2006, 333). Computer simulations have shown that tags, even though purely arbitrary characteristics, can serve as in-group identifiers that serve to foster cooperative behavior (Riolo, Cohen and Axelrod 2001; Holland 1995; Hammond and Axelrod 2006). 
Altruistic punishment, incurring a cost to punish non-cooperative behavior, has also been found to create and maintain cooperative behavior (Fehr and Gachter 2000, 2002). While experimental evidence provides convincing evidence that punishing non-cooperators can solve the problem of cooperation, it tends to restate rather than solve the fundamental question. Rather than searching for the source of cooperative predispositions, altruistic punishment searches for the origins of a willingness to incur costs to punish non-cooperation (which is being done with some success; see Fowler 2005).
Political theorists have long proposed a particular actor as a source of punishment to solve the cooperation problem: Government.  Indeed, the legitimate application of coercive power to counter self-interested behavior is the central justification for government in Hobbesian political theories. What keeps people from ducking costly obligations in social, economic and political interaction is that standing behind covenants among individuals is the sword of the state (Hobbes 1651 [2002]). It is generally recognized that government’s coercive powers play a central role in making collective action possible, and most political thinkers interested in the design of political institutions assume a highly self-interested human nature (e.g. Niskanen 1971; Olson 1965). There is a long running debate over just how strong a centralized power is required successfully create and maintain collective action in a polity. 
James Madison (1961), for example, accepted that men are no angels, but sought to fragment rather than centralize political power.  He argued that social collectives (factions), not just individuals, acted self-interestedly. To preserve individual liberty and the greater collective good, it is thus best to institutionalize fragmentation of power to prevent any single faction from exercising if for their self-interests over the interests of others. The intellectual descendents of Adam Smith have also argued against institutions that overly centralize authority. Friedman (1982), for example, argues that individuals acting in their own self-interests can produce a collective good without recourse to a Leviathan.  Ostrom et al (1998) empirically demonstrate that it is possible to make “covenants without a sword,” i.e. binding cooperative agreements without the heavy incentives of the closely proximate coercive powers of the state.

Such covenants without the sword, however, probably do require some underlying institutional structure, even if it comes in as shared social norms as opposed to formally imposed rules from the state. The importance of social structure or norms in supporting cooperation and collective action has been demonstrated through computer simulations (Cohen, Riolo and Axelrod 2001), laboratory experiments (Lubell and Scholz 2001), and from broader observations of the social, political and economic world (Putnam 1993). 

If we define institutions as rules that serve as persistent means of coordinating social, economic and political interaction (Knight and Johnson 2007, 47), these studies make clear that institutions are capable of shaping cooperative predispositions.  What they do not centrally address is whether particular institutional environments can actually promote the evolution of cooperation. In other words, rather than simply providing incentives for self-interested individuals to cooperate, can particular institutional regimes help promote the evolution of legitimately cooperate individuals, individuals who have fundamentally different preferences and predispositions from their self-interested ancestors? There has been relatively little research with this as the central research question, though that which does exist has generally answered the question positively. Lubell (2004) found that institutions have a substantial effect on the population dynamics of cooperation, with penalty institutions increasing cooperation. Bowles et al (2003) also conclude that institutions assist the evolution of group-beneficial traits. Zak and Knack (2001) find that formal institutions explain help explain variation in cooperative predispositions (trust) cross-nationally.  Orbell et al (2004) find that the selection pressures of group-living can evolve Machiavellian intelligence, a set of traits that help overcome collective action problems and result in beings that rationally adapted to their environments, but not classically rational in their behavior.  All of these studies either support a clear expectation that institutions can play a critical role in shaping the evolution and development of cooperative dispositions. At a minimum, they contain no explicit claim that institutions could not  play a role in the evolution of cooperative predispositions. However, to the best of our knowledge there is no research that has taken the basic assumptions of Hobbes—a uniformly selfish state of nature—and examined whether different institutional forms serve to foster the evolution of ubiquitous cooperation.  It is just such a test that we seek to design.
Model Design

To explore our research question we use a computer simulation where agents begin with selfish predispositions, but interact with each other under different sets of rules. In other words, and in contrast to previous simulation efforts, there are no defined competing strategies (tit-for-tat, always defect etc), simply a group of selfish agents who vary only on the environmental context in which they find themselves. Our central aim is to see whether particular institutional environments are conducive to the development of cooperative predispositions.  Following Hobbes, we are setting up nature as largely red in tooth in claw, and seeing whether selfish agents will develop different systematically different predispositions across different institutional forms (from a Leviathan of centralized authority to a libertarian structure based on individual choice).


To do this we structure agent interaction using a simple game, which is presented in extensive form in Figure 1.


               FIGURE 1 ABOUT HERE


We begin each simulation with 750 agents, each initially endowed with 25 “fitness units” (FU). Agents are randomly assigned to play each other in a game where they have the opportunity to divide a further 20 FU among themselves. One agent is randomly assigned to play the role of decision maker 1 (DM1). DM1 makes two decisions, whether or not to play the game, and a proposed a division of the 20 FU with DM2.  DM2 decides whether or not to accept the division proposed by DM1 (this is, in essence, a slightly modified version of the ultimatum game that has served as workhorse for studying cooperative behavior in experimental economics).   

The payoffs for the game are dependent upon the decisions of both players. We begin with the Hobbesian notion that centralized coercion is the basis for cooperation.  Accordingly a cost (a loss of six FU) is exacted on every agent selected as a DM1 who does not play. If DM1 plays, the division of the 20 FU is dependent upon the self-interest of the agent and a stochastic element, such that:


X = (1-S) + (r x .1) x 20


X represents the portion of the 20FU offered to DM2. S is a self-interest factor, a number between 0 and 1. An S value is randomly assigned to each agent, with initial values being seeded at a mean of .9 with a standard deviation of .2. The stochastic component r is a random number between 0 and 1.  High values of S thus result in low X values, i.e. the higher agent’s self-interest the smaller the offer made to DM2.  Taking the average starting S value and assuming an r of .5, the value of X will be (1-.9) + (.5 x .1) x 20 = 3.  Thus, if DM2 accepts the proposal, DM2’s payoff is X and DM1’s payoff is 20-X.  If DM2 rejects the proposal both agents receive 0.  All agents are also assigned individual probabilities of agreeing to play the game if selected as DM1 and accepting X if DM2.  Initial seedings for both values are random numbers drawn from a normal distribution with a mean of .5 and a standard deviation of .2.


Each agent is also randomly “tagged,” given an arbitrary, hereditary characteristic that is recognizable by agents playing the game.  Initially there are 20 different tags, which can be metaphorically thought of as representing 20 different groups though the tags themselves are purely arbitrary (i.e. agents with same tag do not necessarily share any other traits).  Agents are given variable preferences for interacting with similar tags which alter the probabilities of DM1 playing and DM2 accepting.  These are random numbers drawn from a normal distribution with a mean of .05 and a standard deviation of .2. The net impact of this “group preference” variable is to marginally increase the probabilities of playing/accepting with agents carrying the same tag.  For example, with the mean group preference characteristic of .05, a DM1 agent interacting with a DM2 agent who shares the same tag will shift initial probability of DM1 playing from .5 to .55.  This is important because such in-group preferences can change expected payoffs.


Each agent thus has five specific individual characteristics: self-interest, probability of playing as DM1, probability of accepting as DM2, the group preference given as DM1 and the group preference given as DM2.  On average, the initial group of 750 agents, then, has very high levels of self-interest (mean S of  .9), very low levels of group preference, and are largely indifferent about cooperation, being equally likely to play as not-play as DM1, and equally likely to accept or reject as DM2.
These variable determinants of agent behavior that are also heritable, i.e. agents can reproduce and pass on these characteristics to offspring. Agent interaction is structured so that every agent plays as DM1 against a randomly selected other agent.  When every agent has played as DM1 this constitutes a “turn”, and each agent has an opportunity to reproduce at the end of each turn. The probabilities of producing an offspring in each turn are dictated by wealth as represented by FU (the probabilities range from .005 to .05). Agents can also die as well as reproduce. Any agent whose FU = 0 dies, and all agents have a maximum life span of 90 turns.  

Thus what is being modeled here is an open, dynamic system. There is no limit to the number of agents, there is no limit to wealth, there is a stochastic element to decision making and heritability, and there are no fixed strategies competing with each other.  Agent traits stay with the agent throughout their lifetime. Those that are successful pass on those traits to the next generation.
 Traits associated with unsuccessful agents should become rarer. Systems that evolve fitness maximizing agents will succeed and prosper, and those that do not will die off.


Institutional rules are modeled in two ways. The first is in the penalty exacted on DM1 for non-cooperation (not playing). We see this as representing the basic coercive element of all political systems, the fundamental Hobbesian characteristic of all government: the provision of punitive inducements to cooperation. Accordingly, this coercive element is common across all systems. The second institutional rule varies S, i.e. whose self-interest value is used to calculate the offer made by DM1 to DM2. Three different systems are modeled, all starting with the same initial agent characteristics described above, but varying on how S is determined in the equation generating X. In the authoritarian system a single agent is chosen at random as a “super agent.”  This super agent’s S value is used for calculating all X values.  If and when the super agent dies, a second agent is randomly selected as a replacement. In the second representative system S is a grand mean, calculated by averaging group self-interest means, i.e. the means of agents with the same tag.  In the third individualistic system the S value is the agent’s individual self-interest value.


We expect agent populations in all three systems to drop initially, with successful systems being those where agent traits best adapted to that institutional environment are selected for. But what are those traits likely to be? If we assume fitness (FU) maximization from a purely individual-level perspective will be the primary agent of evolutionary selection within these systems, what we would expect is for individual self-interest to move little (i.e. stay high), while the probabilities of playing as DM1 and accepting as DM2 to evolve upwards from .5. We also would expect group preferences to increase from their small initial values of .05 if they systematically increase the probabilities of playing and accepting as the emerging tags literature suggests.  The reason for such expectations is simple: these outcomes maximize DM1 and DM2 payoffs in any single interaction.  If the probabilities of DM1 playing and DM2 reach 1.0 it insures both players a positive payoff.  When selected as DM1 maximizing agents benefit from a high S because this will increase their payoff. These follow the basic expectations of rationally maximizing agents engaged in an ultimatum game (Guth and Tietz 1990; Camerer and Thaler 1995). With probabilities of playing/accept at 1.0 and S remaining at .9, the equation for X above calculates payoff s of 3 for DM2 and 17 for DM1. These expectations are supported by examining opposite traits. For example, agents predisposed to defect (i.e. not to play as DM1) are likely to be at a severe fitness disadvantage—they lose FU. Agents predisposed to reject as DM2 are also at a fitness disadvantage—they do not gain FU. 


The key to our simulation, of course, is the variation in what is determining the S value. The authoritarian system is forcing a collective strategy by imposing the preferences of a single agent on every other agent. The representative system is forcing a collective strategy by imposing a communally representative preference on every agent. The individualistic system is allowing agents to follow their own preferences. What we are interested in is how individual agent characteristics, particularly the S trait, evolve across different institutional environments.
Results

Simulations under authoritarian, representative and individualistic rules were each run ten times, for a total of 30 simulations. Each simulation was allowed to run until the system either reached 3,000 agents (judged a successful system) or 0 agents (judged an unsuccessful system).
 Under these termination rules, simulations across systems averaged 2,723 turns, with a range of 1124 to 5017.

In each system we took the traits of the last 250 agents as the basis for our analysis; i.e. they are used to represent the evolved traits within each system. These are reported in Table 1.  All mean traits listed, regardless of system, are significantly different from initial values (2-tailed t-test, p < .10).



TABLE 1 ABOUT HERE


These results show very different evolutionary paths across different institutional environments.  Most notably, agents in the authoritarian and representative systems have evolved to have very low S (self-interest) values compared to the individualistic system. Other striking differences are that in the authoritarian and representative systems the mean probability of playing as DM1 have decreased, though the probabilities of accepting as DM2 have evolved to higher values as expected. Agents in the individualistic system have evolved in the opposite direction, i.e. as DM1 they are more likely to play, and are less likely to accept as DM2. This suggests the differing institutional environments promote very different strategies for evolutionary success; traits evolved in the authoritarian and representative systems promote interactions characterized by very generous offers by DM1 (low self-interest), and high rates of acceptance by DM2.  The individualistic system, on the other hand, evolves traits that promote interactions with high levels of self-interest by DM1 (though these are slightly lower than the initial conditions), and low rates of acceptance by DM2.


The expected payoffs produced by agents with these varying traits are laid out in Table 2. This shows the expected payoffs of a single game as laid out in Figure 1 using mean trait values.
 In the initial condition, expected payoffs are heavily tilted in favor of DM1, and tags make only a marginal difference in the expected payoffs for DM1 and DM2. The last 250 agents in the authoritarian and representative systems have evolved traits that tilt payoffs heavily towards DM2, and tags have become a critical factor in expected payoffs. Expected payoffs for agents with similar tags are roughly double the expected payoffs for agents with different tags. Evolutionary success in these systems depends on low-levels of self-interest by DM1, high acceptance levels by DM2, and the emergence of group favoritism as represented by tags.
                                       TABLE 2 ABOUT HERE


In individualistic systems expected payoffs are maximized by playing as DM1 rather than DM2. In these systems the last 250 agents evolve into a reasonably close approximation of classical maximizing behavior. Self-interest is lower than in initial conditions, and DM1 plays more often than not. Expected payoffs in individualistic systems, however, seem more evenly spread between DM1 and DM2.  In the authoritarian and representative systems, expected payoffs for DM2 exceed the expected payoffs for DM2 by roughly a factor of 10. In individualistic systems expected payoffs for DM1 are roughly twice as large as those for DM2. We again see a significant impact of tags. Table 1 shows that when playing with an agent bearing the same tag, the probabilities of DM1 playing shift from .56 to .74 (56 + .18). The probabilities of DM2 accepting an offer if tags are the same shifts from .43 to .66 (.43 + .23).

The results in Table 1 and Table 2 provide strong initial evidence that different institutional environments play a critical role in influencing the evolution of traits related to cooperation. They also reinforce earlier research suggesting that tags, purely arbitrary, heritable characteristics, can play a role in the evolution of such traits. The results, however, also raise some important puzzles. The decrease in the probabilities of DM1 playing in the authoritarian and representative systems (respectively, p = .27 and p = .31) seem notably counter-intuitive. In effect, what this means is that agents are evolving a propensity to bear a significant cost rather than enter an interaction that carries a reasonable probability of a positive payoff in terms of fitness units. This puzzle can be partly explained by arguing that what is being seen here is the evolution of “groupishness”; when agents with the same tags interact the probabilities of playing or accepting increase, though in the authoritarian and representative systems, these probabilities still remain below .5. Agents in these systems seem to have evolved a distinct taste for not playing when selected as DM1, but when they do play they make very high offers to DM2 that virtually eliminate any possibility of a high positive payoff for DM1.  What’s going on?

At least part of the answer can be found by making a distinction between successful and failed systems. In each of the 10 simulations run for each system there were successful and failed systems, with distinct differences emerging between the two.  Table 3 reports the same information as Table 1, but only for successful systems, i.e. systems whose populations grew to 3,000 (all of these had strong, sustained positive trends in terms of agent population and overall wealth as measured by fitness units). Note the differences between authoritarian and representative systems between these tables. Compared to Table 1, self-interest is marginally higher, as are the probabilities of playing as DM1 and accepting as DM2. The real difference is apparent when looking at the combined impact of the marginal increase of the probabilities of playing/accepting combined with the group preference trait. In successful authoritarian and representative systems, the probabilities of DM1 playing with another agent with the same tag are .65 (.33 + .32) and .56 (.37 + .19) respectively. What we clearly seem to be seeing here is the evolution of very high levels of in-group cooperation, and correspondingly very low levels of out-group cooperation. When playing as DM1, agents in these systems, in effect, evolve highly altruistic, in-group traits. They bear significant costs not to play with different tags, and when interacting with agents with similar tags offers to DM2 (X values) are very high due to the low levels of self-interest. 


TABLE 3 ABOUT HERE


Something very different happens in individualistic systems.  Trait values in successful individualistic systems are highly similar to the overall means presented in Table 1. In successful individualistic systems, agents evolve traits that make them highly self-interested DM1s with a high probability of avoiding the costs of not playing, even if they are not playing an agent with the same tag (p = .56).  Groupish characteristics do appear in individualistic systems, but they appear in DM2 traits.  Overall, DM2s are not particularly likely to accept the ungenerous offers made by DM1s in individualistic systems (p = .41).  If the agents share tags, however, this probability shifts dramatically to . 75 (.41 + .34). 

Total expected payoffs for successful systems are presented in Table 4, i.e. the same information presented in Table 2 for successful systems only. This again shows that expected payoffs in authoritarian and representative systems are heavily tilted towards DM2, though not as strongly as represented by the overall means presented in Table 2. DM2 payoffs stay roughly the same in successful systems, but DM1 payoffs roughly double. In successful individualistic systems the notable difference from Table 2 data are the importance of tags. Expected payoffs for agents with different tags decrease in successful systems, while increasing for agents with the same tags.



TABLE 4 ABOUT HERE


The impact of the evolution of different traits can be assessed by the expected payoffs reported in Table 5. Again these show representative payoffs using mean trait values, but they sum the expected payoffs of DM1 and DM2. What this shows is that if agents with different tags are playing each other, their payoffs are, on average, higher if they are playing an authoritarian or representative system. Those payoffs (3.36 and 4.21, respectively) are slightly lower than the expected payoffs estimated from initial conditions (5.0), but are several orders of magnitude higher than the expected payoffs for individualistic systems (1.1). Payoffs increase across the board when agents with similar tags play each other, but again we see differences by system. Authoritarian and representative systems roughly double expected payoffs when agents with the same tag play each other. In individualistic systems, expected payoffs are roughly 10 times higher for agents playing with the same tag.

Discussion

Though some of the results generated by our simulation were counter-intuitive (especially the drop in probabilities for playing DM1), they do make clear that cooperative tendencies can evolve from highly self-interested agents. Agents that are intrinsically cooperative, not just willing to cooperate under certain coercive incentives, can evolve.  The simulation also makes clear that institutions, as well as tags, make a significant difference in the direction and form of these traits.


The key to explaining the different evolutionary paths is whether a collective or an individual strategy is played. Successful authoritarian and representative systems provide evolutionary pressures for the selection of roughly the same traits: a highly altruistic, in-group oriented DM1 who is willing to bear the costs of not cooperating with an out-group, and a DM2 who has a high probability of accepting offers from any DM1, but is almost certain to cooperate with an agent bearing the same tag. Successful individualistic systems, on the other hand, evolve highly self-interested DM1s who are much more likely to cooperate with agents who have different tags.

What all this suggests is that even if nature is red in tooth and claw as Hobbes claimed, that nature is not permanent.  Particular institutional environments and the emergence of group favoritism can alter a universal nature in very different ways. Agents in our simulation evolved to fit their institutional environments, and those environments produced very different agents. Importantly, it is what the institutional rules do that play a key role in these evolutionary patterns. The mechanism for generating strategies in authoritarian and representative systems was different, but they resulted in roughly similar evolutionary paths. This suggests it is the collective strategy itself, rather than the specific institutional means to achieve it that is playing the key evolutionary role. Collective strategies seem to promote the evolution of predispositions towards (especially in-group) cooperation.


The different institutional prescriptions of Hobbes, Madison and Smith, roughly represented in our simulations as authoritarian, representative and individualistic systems, thus may promote the development of very different cooperative predispositions.  What is seen in our results is not a clear winner, but a set of tradeoffs. In the authoritarian and representative systems there tends to be comparatively more equity, at least in terms of the expected payoffs between individual agents in a given interaction (see Table 3). Agent traits in such systems evolve to reflect the centrally imposed collective strategy by emphasizing high levels of in-group altruism. This tends to result in less skewed payoffs when agents with different tags play together, overall payoffs are higher in the individualistic system (see Table 5; though note the representative system comes close to the total payoffs in individualistic systems).  Levels of overall wealth also tend to be higher in individualistic systems.

What all this suggests is that universal selfishness and ubiquitous cooperation are not so far removed from each other.  The former can evolve into the latter, and institutional environment plays a critical role in this development.
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X = (1-S) + (r x .1) X 20, where


S ≤ 0, ≥1, μ = .9


r ≤ 0, ≥1, μ = .5

Table 1: Mean Agent Characteristics

	Agent Trait
	Initial

Condition
	Authoritarian
	Representative
	Individualistic

	S (self-interest)
	.9
	.12
	.17
	.74

	DM1 p(play)
	.5
	.27
	.31
	.56

	DM2 p(accept)
	.5
	.58
	.63
	.43

	DM1 group

Preference
	.05
	.13
	.11
	.18

	DM2 group

preference
	.05
	.37
	.27
	.23


Table 2: Expected Payoffs
	Agent
	Different Tags
	Same Tags

	DM1

      --Initial Condition

      --Authoritarian

      --Representative

      --Individualistic
	4.25

.21

.46

3.3
	5.14

.53

.9

6.7

	DM2

      --Initial Condition

      --Authoritarian

      --Representative

      --Individualistic 
	.75

2.9

3.4

1.5
	.9

7

6.6

3.0


Payoffs calculated using mean agent trait values from Table 1 and assuming r = .05.

Table 3: Mean Agent Characteristics Successful Systems
	Agent Trait
	Initial

Condition
	Authoritarian
	Representative
	Individualistic

	S (self-interest)
	.9
	.22
	.22
	.72

	DM1 p(play)
	.5
	.33
	.37
	.56

	DM2 p(accept)
	.5
	.42
	.57
	.41

	DM1 group

Preference
	.05
	.32
	.19
	.16

	DM2 group

preference
	.05
	.45
	.37
	.34

	No. successful (10 runs)
	N/A
	3
	5
	5


Table 4: Expected Payoffs Successful Systems
	Agent
	Different Tags
	Same Tags

	DM1

      --Initial Condition

      --Authoritarian

      --Representative

      --Individualistic
	4.25

.52

.71

.75
	5.14

2.1

1.78

7.2

	DM2

      --Initial Condition

      --Authoritarian

      --Representative

      --Individualistic 
	.75

2.84

3.5

.36
	.9

5.6

8.7

3.56


Payoffs calculated using mean agent trait values from Table 3 and assuming r = .05.

Table 5: Total Expected Payoffs
	System
	Different Tags
	Same Tags

	Authoritarian
	3.36
	7.7

	Representative
	4.21
	10.48

	Individualistic
	1.1
	10.76


Cells represent sum of expected DM1 and DM2 payoffs in successful systems.
� Using mean initial values, the expected payoff for DM1 for playing are .5 x .5 x (20-X).  If two agents with the same tag are playing, the expected probabilities shift to .55 x .55 x (20-X).


� Our simulation allows for random mutation in traits by including a small stochastic term in the copying of traits from parent to offspring.


� Over the course of many trials, systems populated by 3,000 agents were characterized by (often geometric) positive growth. The 3,000 threshold thus seems a reasonable basis for declaring a system evolutionarily successful in the sense that agents are well adapted to the environment and reproducing successfully. 


� T tests were calculated using means of the last 250 agents in each system for each of the 10 runs, so they are based on relatively low Ns of 10. Using the individual data increases the Ns to 250 and t statistics become considerably larger.


� In these estimates r is set to .05 and payoffs for DM1 playing and DM2 calculated using the S values and multiplied by the probabilities presented Table 1. Thus an interaction between two agents with different tags in the authoritarian system first calculates the X value: (1-.17) + .05 x 20 = 17.6. Thus P-X = 20-17.6 = 2.4. The expected payoff for DM1 in this scenario is thus 2.4 multiplied by the probability of DM1 playing (.31) and the probability of DM2 accepting (.63), which results in an expected payoff of .46 if the agents have different tags.  If they have the same tags, the probabilities of DM1 playing shift to .42 (.31 + .11), and DM2 accepting to .9 (.63 + .27), and the expected payoffs for DM1 become .9.





